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Fig. 1: A sample render of the drones used in the synthetic data pipeline

Abstract—The performance of state-of-the-art deep learning
models today largely depends on labeled data. Domain-specific
data is often not available, and existing datasets are either
insufficient or contain errors. Manual data collection and labeling
are strenuous and prone to human error and bias. This study
presents a method for generating labeled synthetic data using
2D backgrounds and 3D drone models for the drone detection
problem. Models trained with data generated by this method give
satisfactory results on their own but improve performance when
used with real data.

Index Terms—synthetic data generation, computer vision, deep
learning, game engines, drone object detection

I. INTRODUCTION

The object detection ability of machine learning techniques
is improving with each day as deep learning technology
advances. Especially after AlexNet [1], which proved the
success of deep convolutional neural networks (CNN), object
detection models using CNN architecture gained popularity
[2]–[4]. However, the biggest obstacle to using a state-of-
the-art deep learning model is the amount of labeled data.
Although many different datasets are available, they are either
not entirely suited to the problem or contain incorrect or biased
examples. Traditionally, data is collected manually to create a
dataset suitable for the domain to be trained. This process of
creating datasets is labor-intensive, costly, most importantly,
prone to human error.

In recent studies, using synthetic data to train object de-
tection models to solve the mentioned problems has become
a widespread and accepted method [5]–[7]. Training with
synthetic data is appealing because it solves the data problem
in deep learning methods and allows training models with

diverse, consistent, and large amounts of data that real datasets
cannot match. However, although it is appealing, creating
realistic and consistent environments is a significant obstacle
in generating synthetic datasets. Furthermore, the difference
in realism called the ”domain-gap” between real and synthetic
domains is an essential factor affecting the performance in
training with synthetic data. Therefore, bridging the gap be-
tween the two domains emerges as the most critical factor
affecting the training performance on synthetic data. With their
real-time processing capabilities and configurable structures,
game engines provide an ideal environment for generating
synthetic data and exploring the factors that lead to domain-
gap.

As previously stated, synthetically rendered datasets become
remarkably effective in cases where labeled data cannot be
accessed. Detecting unmanned aerial vehicles (UAV) is one of
these cases. Drones were formerly used for defense purposes,
but their applications have since expanded to include traffic
and weather monitoring, agriculture monitoring, photogra-
phy, and various other fields. In addition, small quad-copters
are now widely available, setting new previously unexplored
possibilities and posing some safety, privacy, and security
concerns. These issues make the drone detection problem an
ideal benchmark environment for searching and improving the
nature of synthetic data.

This paper introduces a practical and straightforward way
to create synthetic drone images leveraging game engines. In
order to generate the dataset, a background image set with dif-
ferent outdoor images was collected. Then, 3D drone models
of popular drones are randomly placed in the background un-



der different positions, rotations, and sizes. In addition, images
of drones in different environmental conditions were rendered
realistically using raytraced ambient light and shadow. Finally,
the image was made as photo-realistic as possible by applying
various blending and post-processing techniques.

We preferred to use 2D backgrounds rather than 3D en-
vironments. There are two reasons for this. To begin with,
creating varied and complex 3D environments generally re-
quires a significant amount of effort. Second, drones can be
placed over any background since they are position-invariant
objects. The most crucial difference between the method we
propose and similar methods is that we can control the drone
models’ visual properties and illumination regardless of the
background. When compared to other methods, this allows
us to create more realistic and diverse images. We are also
conducting an ablation experiment in Section V to explore the
features distinguishing synthetic images from real images and
the most effective training strategy.

To the best of our knowledge, this is the first study that
leverages game engines and realistic rendering to generate a
synthetically generated drone detection dataset. The models
trained using the datasets generated by the proposed method
give acceptable results on their own but give impressive results
when combined with real data.

In addition, the presented method was used in the IEEE
AVSS 2021 Drone vs. Bird competition [8]. The competition
aims to detect and track drone objects in videos created
in different environments. The videos feature small drones
and birds in different lighting conditions and environments.
Since the training set provided to the competitors consists
of videos, the amount of unique frames is limited due to
the difference between frames. This situation makes a limited
contribution to the trained model despite a large number of
data. However, thanks to the synthetic data created by the
presented method, the trained model gained the ability to
generalize in different scenarios. In this direction, the model
trained for the competition showed the best performance and
brought first place in the Drone vs.Bird 2021 competition.

II. RELATED WORK

Although many methods for generating synthetic data have
been developed, they usually come up with a single question,
realism or variation. The main reason for this distinction is
the difficulty of randomizing environments that can mimic
the complexity of the real world. Domain complexity varies
according to each problem, so in some cases, generating syn-
thetic data in 3D environments may be preferable, whereas cre-
ating 3D environments in problems with an infinite variety of
environments, such as drone detection, is both time-consuming
and expensive.Furthermore, because they have different quality
meshes and textures, ready-to-access 3D environments cannot
provide the desired variety and realism, making it difficult to
overcome the domain-gap.

The first of these methods, ”domain randomization,” is used
by [7], [9], [10] . This method suggests that with enough
variation, the gap between the two domains will be closed

and that the trained model will perceive the real data as one
of these variations. Unfortunately, while this method works
well in specific and limited domains, such as a grocery store
or living room, it is not easy to apply in complex domains.In
addition, since our goal is to detect small drones, the diversity
of light, texture and material in domain randomization does
not have the advantage.

Another approach tries to get closer to real data to generate
photo-realistic images [5], [11], [12]. Although these methods,
which employ cutting-edge rendering techniques and realistic
scene compositions, produce excellent results, they are not
without challenges. Complex and rich scene compositions
are required to create realistic visuals, and these scenes are
generally created by hand. Because of this, the targeted domain
is limited, and generalization is difficult. Some methods [13]–
[15] were trying to solve this problem by using popular video
games. However, the visual and distributional differences
between the game world and the real world reduce training
performance.

Finally, another method proposed is to generate synthetic
data by placing models or 2D images of objects on random
backgrounds. Although this approach is the simplest synthetic
data generation method, it does not aim to create an image
from scratch but rather augment an existing image. For ex-
ample, [6], [16], [17] proposes pasting the objects’ images
onto domain-appropriate backgrounds, whereas [18] prefers
to remove the objects from a dataset consisting of real data
and replace them with 3D models. Both methods require
domain-specific backgrounds as well as a method for blending
objects into the background. As a result, such an approach
does not work in all circumstances. However, since it does not
necessitate specific backgrounds, the drone detection scenario
is a good fit for this method.

III. EXISTING DATASETS

There are only a few datasets prepared for drone detection,
and the number of unique images is low as they usually consist
of videos. Three publicly available datasets can be listed as
follows:

• Drone vs. Bird Detection Challenge [19]: This dataset
prepared for the IEEE AVSS 2021 Drone vs. Bird com-
petition consists of 77 videos (104,760 images). The
videos usually consist of drones and birds shot from a
distance. The videos in this dataset were shot with fixed
and moving cameras in different orientations. The average
size of the drone objects in the videos is 30x20 pixels
(0.09% of the frame size). We based our experiments on
this data set and divided the dataset into two parts, 85%
for training and 15% for validation.

• Multirotor Aerial Vehicle VID (MAV-VID) [20]: This
dataset consists of 64 videos (40232 images), 53 for
training, and 11 for validation. It is the most diverse
dataset among the datasets.

• Anti-UAV [21]: Unlike other sets, this data set contains
100 videos (186,494 images) in RGB and IR.
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Although there are studies on the generation of synthetic
datasets for drone detection [18], as far as we know, there is
no publicly available synthetic drone dataset.

IV. METHOD

Our method uses Unity3D, one of the popular game engines.
The latest technologies, ”Ray Traced Shadows”, ”Ray Traced
Illumination” and ”Ray Traced Ambient Occlusion” provided
by real-time rendering engines, are used to create realistic
drone renders. For lighting, ”Physically Accurate Sun” was
used to simulate different times of the day. In addition, by
integrating physical camera properties and effects, factors such
as film grain, lens distortion, and auto exposure in real cameras
are simulated. Thanks to combining these technologies, real-
time rendering can create images with a quality close to offline
rendering.

To be used in the presented method, 3D models of six
popular drone models were prepared, and their materials
and textures were created according to their references. In
addition, images in various themes (city, nature, sky, other)
with different resolutions, aspect ratio, and dpi were collected,
and a dataset consisting of 5k images was created to use as a
background.

The data generation pipeline consists of two main compo-
nents. The first component, ”Perception Camera” is a scene
camera with orthographic projection, captures the images per
frame and collects the class and bounding box information
of the labeled objects in the scene. Annotations generated by
Perception Camera are saved in Common Objects in Context
(COCO) [22] format at the end of the generation process.
The second component is the ”Randomizer”, which controls
the randomizations performed per iteration. The Randomizer
can generate random values according to constant, uniform, or
normal distribution for the variables. In addition, thanks to its
deterministic structure, the unchanged parameters provide the
same randomization in each experiment. In this way, it allows
us to do experiments in a controlled environment.

The pipeline is fixed at 60 FPS (frame per second), and it
performs the following operations per frame according to the
parameters set in Randomizer as can be seen in Fig. 2 :

• Selecting a random image from the background dataset
and placing it on the background layer - Fig 2.

• Instantiating a random drone object(s) from the drone
3D model pool and placing it on the scene layer with a
random orientation (position, rotation and scale) - Fig 2
(a).

• Rotating the light source randomly (light intensity and
color change with rotation to mimic real sunlight.)

• Applying camera and post-processing effects - Fig 2 (b)
As mentioned in the ablation study, blending drone ob-

jects into the background is essential for model performance.
Pixel-based artifacts created by the rendered objects present
incorrect features to the trained model, causing the model to
deviate from these artifacts instead of the drone’s features, thus
negatively affecting performance. Therefore, we can eliminate

the inconsistencies created by synthetic objects by applying
”Gaussian Blur” to the drone and its borders in Fig. 2 (b).

The synthetic images generated by the method presented in
Fig.3 and the images from the Drone vs.Bird dataset consisting
of real images are shown. As can be seen, the presented
method can generate images that are close to the data set.

V. EXPERIMENTS

In this section, the experimental environment used and the
results of two different experiments will be discussed. In the
first part of the experiments, the performance of the synthetic
data of different features was investigated, and in the second
part, the performance of the synthetic data set with the best
features and the real dataset was examined.

A. Experimental Setup

All experiments were performed using the Drone vs. Bird
dataset. The Drone vs. Bird dataset is divided into 85 percent
for training and 15 percent for validation. Also, 85 percent
uniformly sub-sampled to 33k images. In the rest of the study,
these sets are referred to as ”Training Set” and ”Validation
Set”.

YOLOv5 [23], which is very successful in detecting small
objects, was used in all trainings with RTX 3090 GPU. While
calculating the experimental results, the metric ”Mean Average
Precision” (mAP) was taken as a basis, and the mAP 0.5 value
was chosen as the primary metric and briefly used as mAP.

All datasets generated for ablation study experiments, which
will be explained in the next section, contain 10k synthetic
images, and all experiments were performed on the pretrained
COCO [24] model with 1344 input sizes for five epochs.

Experiments using the dataset with the most successful
features and the Training Set were carried out with COCO
backbone and 1344 input size for ten epochs.

B. Ablation Study

Our aim in this research is to find features that bring
synthetic data closer to real data and increase detection per-
formance by changing one parameter at a time and keeping
other parameters constant. Unfortunately, while some of these
features provide a considerable increase in performance, some
of them decrease performance.

• Base: Base dataset without extra features. Other datasets
were created by adding features to this dataset.

• Without Propeller: The dataset was created with drones
with propellers removed. This experiment was conducted
to understand propellers’ importance for detecting drones.
As can be seen, the performance of the model decreased
significantly when the propellers were removed.

• Random Color: The dataset was created with drones
with random colors. The effect of variations of drones
in different colors has been examined, and it has been
observed to reduce performance. In this way, it has been
understood that a method similar to domain randomiza-
tion negatively affects this scenario.
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Fig. 2: Output of scene layer and post processing layer.

Fig. 3: Comparison of synthetically generated drone images and real images from Drone vs. Bird dataset

• Noise: Th dataset rendered with film grain post-
processing effect. The film grain effect similar to that
of cameras has been found to affect model performance
positively. Therefore, it is concluded that noise makes
the distribution of synthetic data closer to the real data
distribution.

• Lens Distortion: The dataset was created with lens
distortion camera effect. Lens distortion is an effect
that causes projection changes in images according to
the lenses used in cameras. It was observed that this
augmentation had a negative impact on performance.

• Blur: The dataset rendered with the Gaussian Blur post-
processing effect. The blur effect has been the most im-
portant feature affecting the model’s performance, thanks
to eliminating artifacts originating from synthetic data
and blending synthetic objects into the 2D background.

• Best: The dataset was created by using best performing
features as a result of the research. It was concluded that
when Noise and Blur are used together, the difference
between real and synthetic data decreases significantly.

C. Training Results

In the previous section, we identified the features that will
provide the best performance. In this section, we will evaluate
the trainings made with synthetic datasets and real data with
these features and their results.

Fig. 4: Training results with datasets containing different numbers of
samples with ”Best” and ”Original” features.

Before training with real data, it is crucial to measure the
effect of synthetic data on performance. In order to investigate
this situation, training was done with datasets containing 5k,
10k, 25k, 50k, and 100k images with ”Best” and ”Base”
features. All the trainings were done with the experimental
setup defined in the V-A section.

In our previous research, we identified the most valuable
features in trainings with 10k data. A series of trainings were
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Feature mAP 0.5 mAP 0.5-0.95
Baseline 78.9 31.4

Mix (10k Synthetic + Real) 76.5 31.1
Mix (25k Synthetic + Real) 75.1 31.2
Mix (50k Synthetic + Real) 70.7 30.4

Finetune (10k Synthetic Backbone) 81.4 35.5
Finetune (25k Synthetic Backbone) 84.4 34.0

Finetune (50k Synthetic Backbone) 86.5 36.4
TABLE I: mAP scores of mixed and fine-tuned models with different
amount of synthetic data

held to measure the effect of the amount of data on training
performance along with these features. As seen in Fig. 4, the
dataset with ”Best” features provides performance increase up
to 25k samples, and the performance decreases as the number
of samples increases. Likewise, in experiments with a data
set with ”Original” features, performance drops regularly after
10k samples. The feature differences between ”original” data
and real data decrease performance as the number of data
increases. The data created with the ”best” features, on the
other hand, exhibits higher performance both with less data
amount and as the number of data increases since it has more
realistic features. In both features, it is seen that the dataset
gives a lower performance as the number of data increases. As
the amount of data increases, the trained model moves away
from the real features and starts to overfit the false features
and artifacts created by the synthetic data. From this result, it
can be deduced that although the data set with ”Best” features
performs better, it cannot completely close the ”domain-gap”
between it and the real data.

Finally, a series of experiments were carried out in different
scenarios using real data and synthetic data. First, training was
done using the setup mentioned in the V-A section by mixing
the ”Training Set” and ”Best” synthetic datasets containing
different sample amounts. Secondly, synthetic datasets with
different sample sizes were trained, and these pretrained
models were used as a backbone for training with real data.

Table I shows the results of training synthetic data by mixing
real data and finetuning synthetic data with real data. Mixing
synthetic and real data yields lower results than ”Baseline”,
while finetune gives an 11 percent increase. From these results,
it can be deduced that when synthetic data is mixed with real
data, it leads to learning the wrong features. On the other hand,
when the model is finetuned with a small amount of synthetic
data, it is seen that the performance increases in parallel with
the amount of synthetic data, contrary to the results in Fig.4.
As a result, it has been seen that ”transfer learning” is the
most successful approach for training with synthetic data for
the drone detection scenario.

As seen in Fig. 4 and Table I, synthetic data alone performs
close to ”Baseline”. When used with real data, it did not
provide a very high-performance increase. It can be concluded
that this situation is since real and synthetic data cannot
provide new information to the model after a certain amount
of data. Likewise, it has been seen that a model trained with
only synthetic data can give satisfactory results in scenarios

where real data cannot be obtained.

VI. CONCLUSION

This study presented a synthetic data generation method
for the drone detection problem with game engines using
2D backgrounds and 3D models. The presented method can
produce large amounts of labeled synthetic data quickly and
easily thanks to its randomization infrastructure and realistic
rendering capability. The created framework can produce
training-ready data sets for the drone detection scenario and
all desired computer-vision problems.

Since the presented method is dependent on two-
dimensional background images, it does not create complete
independence from the real data. However, this is not a big
problem as the drone detection problem does not require
specific background images. As a result of using three-
dimensional drone objects, the object to be detected is rep-
resented in the dataset with all its possible variations, unlike
similar methods [6], [16], [17]. Likewise, by creating more
diversity than the methods using realistic three-dimensional
environments [5], [11], [12], the object that is aimed to be
detected is represented on all contrasts, colors and patterns.

As our results show, synthetic datasets produced by this
method show satisfactory performance on their own but pro-
vide an increase in performance when used with real data.The
presented method allows the development of an object detec-
tion model if the data belonging to the desired domain cannot
be reached, and increases the performance in problems with
limited and small amount of real data.
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