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Preface 
History of EurasiaGraphics 

EurasiaGraphics is a successful international conference series organization that aims to bring together 
researchers, students, and industry practitioners in order to disseminate research activities and novel ideas 
on Computer Graphics and its related sub-areas. The scientific committee is composed of international 
experts in various disciplines. At each conference, the technical program consists of keynote addresses by 
eminent specialists, oral presentations of the contributed papers, and poster presentations of the work in 
progress.  

The EurasiaGraphics Conference started as an international workshop on Computer Graphics and Gaming 
Technologies in 2012. The workshop is organized at İstanbul Maslak Campus of  Işık University.   

In 2014, Hacettepe University organized EurasiaGraphics as an International Conference on Computer 
Graphics and Gaming Technologies in Ankara. Since then, EurasiaGraphics is organized in 2015, 2017, 
2018, and 2020 at Mimar Sinan, Bahcesehir, Hasan Kalyoncu Universities and Online.  

Haşmet Gürçay & Veysi Isler 

On behalf of EurasiaGraphics Steering Committee 
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Preface 
EurasiaGraphics 2021 

Eurasiagraphics is an international conference 
series organization that aims to bring together 
researchers, students and industry practitioners in 
order to disseminate research activities and novel 
ideas on Computer Graphics, Computational Art 
& Design, and related sub-areas. Due to the 
COVID-19 pandemic, the initial plan was to held 
the conference as a hybrid at Mugla University at 
Mugla Turkey. We planned  to support a video 
conferencing platform to provide access to 
attendees who cannot travel because of Covid19. 
We asked for submissions in all areas of 
Computer Graphics, Computer Vision, Visual 
Computing, Digital Game Technologies, VR/AR, 
and related disciplines.  

This plan was very exciting since Mugla is the 
administrative capital of a province that 
incorporates internationally well-known and 
popular tourist resorts such as Bodrum, Marmaris, 
Datca, Dalyan, Fethiye, and Oludeniz. Mugla 
University, which is founded in the 1990s, brings 
together a student community of several thousand. 
It plays a key role in bringing movement to the 
city and in opening it to the outside world. Mugla 
has a humid Mediterranean climate with mild and humid winters. The daily mean in December in the 
Mugla province is 13C and 54F. Milas-Bodrum Airport is located in a province with both domestic and 
international flights.  

However, due to continuing Covid-19 pandemic, we have decided to hold the conference online again this 
year using a video conferencing platform. Unfortunately, this change hurt the momentum. We have 
received five full paper submissions this year and three of them were accepted as eight-page or longer full 
papers, and no paper was accepted as four-page short papers. The accepted papers a wide range of topics 
and views on the computer graphics, Animation & Game Technologies.   We wish to thank the authors 
and the reviewers for their participation. We hope that new ideas and partnerships will emerge from the 
papers that can offer a glimpse into a much larger territory and the event can enrich interdisciplinary 
research. We hope that the attendees of EurasiaGraphics 2021 will enjoy this event of the conference.  

 
Ergun Akleman 

On behalf of EurasiaGraphics Steering Committee 
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Leveraging Game Engines for Synthetic Data Aided
Drone Detection

1st Kamil Anıl Özfuttu
Department of Computer Graphics

Hacettepe University
Ankara, Turkey

anilozfuttu@gmail.com

2nd Haşmet Gürçay
Department of Computer Graphics

Hacettepe University
Ankara, Turkey

gurcay@hacettepe.com.tr

Fig. 1: A sample render of the drones used in the synthetic data pipeline

Abstract—The performance of state-of-the-art deep learning
models today largely depends on labeled data. Domain-specific
data is often not available, and existing datasets are either
insufficient or contain errors. Manual data collection and labeling
are strenuous and prone to human error and bias. This study
presents a method for generating labeled synthetic data using
2D backgrounds and 3D drone models for the drone detection
problem. Models trained with data generated by this method give
satisfactory results on their own but improve performance when
used with real data.

Index Terms—synthetic data generation, computer vision, deep
learning, game engines, drone object detection

I. INTRODUCTION

The object detection ability of machine learning techniques
is improving with each day as deep learning technology
advances. Especially after AlexNet [1], which proved the
success of deep convolutional neural networks (CNN), object
detection models using CNN architecture gained popularity
[2]–[4]. However, the biggest obstacle to using a state-of-
the-art deep learning model is the amount of labeled data.
Although many different datasets are available, they are either
not entirely suited to the problem or contain incorrect or biased
examples. Traditionally, data is collected manually to create a
dataset suitable for the domain to be trained. This process of
creating datasets is labor-intensive, costly, most importantly,
prone to human error.

In recent studies, using synthetic data to train object de-
tection models to solve the mentioned problems has become
a widespread and accepted method [5]–[7]. Training with
synthetic data is appealing because it solves the data problem
in deep learning methods and allows training models with

diverse, consistent, and large amounts of data that real datasets
cannot match. However, although it is appealing, creating
realistic and consistent environments is a significant obstacle
in generating synthetic datasets. Furthermore, the difference
in realism called the ”domain-gap” between real and synthetic
domains is an essential factor affecting the performance in
training with synthetic data. Therefore, bridging the gap be-
tween the two domains emerges as the most critical factor
affecting the training performance on synthetic data. With their
real-time processing capabilities and configurable structures,
game engines provide an ideal environment for generating
synthetic data and exploring the factors that lead to domain-
gap.

As previously stated, synthetically rendered datasets become
remarkably effective in cases where labeled data cannot be
accessed. Detecting unmanned aerial vehicles (UAV) is one of
these cases. Drones were formerly used for defense purposes,
but their applications have since expanded to include traffic
and weather monitoring, agriculture monitoring, photogra-
phy, and various other fields. In addition, small quad-copters
are now widely available, setting new previously unexplored
possibilities and posing some safety, privacy, and security
concerns. These issues make the drone detection problem an
ideal benchmark environment for searching and improving the
nature of synthetic data.

This paper introduces a practical and straightforward way
to create synthetic drone images leveraging game engines. In
order to generate the dataset, a background image set with dif-
ferent outdoor images was collected. Then, 3D drone models
of popular drones are randomly placed in the background un-
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der different positions, rotations, and sizes. In addition, images
of drones in different environmental conditions were rendered
realistically using raytraced ambient light and shadow. Finally,
the image was made as photo-realistic as possible by applying
various blending and post-processing techniques.

We preferred to use 2D backgrounds rather than 3D en-
vironments. There are two reasons for this. To begin with,
creating varied and complex 3D environments generally re-
quires a significant amount of effort. Second, drones can be
placed over any background since they are position-invariant
objects. The most crucial difference between the method we
propose and similar methods is that we can control the drone
models’ visual properties and illumination regardless of the
background. When compared to other methods, this allows
us to create more realistic and diverse images. We are also
conducting an ablation experiment in Section V to explore the
features distinguishing synthetic images from real images and
the most effective training strategy.

To the best of our knowledge, this is the first study that
leverages game engines and realistic rendering to generate a
synthetically generated drone detection dataset. The models
trained using the datasets generated by the proposed method
give acceptable results on their own but give impressive results
when combined with real data.

In addition, the presented method was used in the IEEE
AVSS 2021 Drone vs. Bird competition [8]. The competition
aims to detect and track drone objects in videos created
in different environments. The videos feature small drones
and birds in different lighting conditions and environments.
Since the training set provided to the competitors consists
of videos, the amount of unique frames is limited due to
the difference between frames. This situation makes a limited
contribution to the trained model despite a large number of
data. However, thanks to the synthetic data created by the
presented method, the trained model gained the ability to
generalize in different scenarios. In this direction, the model
trained for the competition showed the best performance and
brought first place in the Drone vs.Bird 2021 competition.

II. RELATED WORK

Although many methods for generating synthetic data have
been developed, they usually come up with a single question,
realism or variation. The main reason for this distinction is
the difficulty of randomizing environments that can mimic
the complexity of the real world. Domain complexity varies
according to each problem, so in some cases, generating syn-
thetic data in 3D environments may be preferable, whereas cre-
ating 3D environments in problems with an infinite variety of
environments, such as drone detection, is both time-consuming
and expensive.Furthermore, because they have different quality
meshes and textures, ready-to-access 3D environments cannot
provide the desired variety and realism, making it difficult to
overcome the domain-gap.

The first of these methods, ”domain randomization,” is used
by [7], [9], [10] . This method suggests that with enough
variation, the gap between the two domains will be closed

and that the trained model will perceive the real data as one
of these variations. Unfortunately, while this method works
well in specific and limited domains, such as a grocery store
or living room, it is not easy to apply in complex domains.In
addition, since our goal is to detect small drones, the diversity
of light, texture and material in domain randomization does
not have the advantage.

Another approach tries to get closer to real data to generate
photo-realistic images [5], [11], [12]. Although these methods,
which employ cutting-edge rendering techniques and realistic
scene compositions, produce excellent results, they are not
without challenges. Complex and rich scene compositions
are required to create realistic visuals, and these scenes are
generally created by hand. Because of this, the targeted domain
is limited, and generalization is difficult. Some methods [13]–
[15] were trying to solve this problem by using popular video
games. However, the visual and distributional differences
between the game world and the real world reduce training
performance.

Finally, another method proposed is to generate synthetic
data by placing models or 2D images of objects on random
backgrounds. Although this approach is the simplest synthetic
data generation method, it does not aim to create an image
from scratch but rather augment an existing image. For ex-
ample, [6], [16], [17] proposes pasting the objects’ images
onto domain-appropriate backgrounds, whereas [18] prefers
to remove the objects from a dataset consisting of real data
and replace them with 3D models. Both methods require
domain-specific backgrounds as well as a method for blending
objects into the background. As a result, such an approach
does not work in all circumstances. However, since it does not
necessitate specific backgrounds, the drone detection scenario
is a good fit for this method.

III. EXISTING DATASETS

There are only a few datasets prepared for drone detection,
and the number of unique images is low as they usually consist
of videos. Three publicly available datasets can be listed as
follows:

• Drone vs. Bird Detection Challenge [19]: This dataset
prepared for the IEEE AVSS 2021 Drone vs. Bird com-
petition consists of 77 videos (104,760 images). The
videos usually consist of drones and birds shot from a
distance. The videos in this dataset were shot with fixed
and moving cameras in different orientations. The average
size of the drone objects in the videos is 30x20 pixels
(0.09% of the frame size). We based our experiments on
this data set and divided the dataset into two parts, 85%
for training and 15% for validation.

• Multirotor Aerial Vehicle VID (MAV-VID) [20]: This
dataset consists of 64 videos (40232 images), 53 for
training, and 11 for validation. It is the most diverse
dataset among the datasets.

• Anti-UAV [21]: Unlike other sets, this data set contains
100 videos (186,494 images) in RGB and IR.

2
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Although there are studies on the generation of synthetic
datasets for drone detection [18], as far as we know, there is
no publicly available synthetic drone dataset.

IV. METHOD

Our method uses Unity3D, one of the popular game engines.
The latest technologies, ”Ray Traced Shadows”, ”Ray Traced
Illumination” and ”Ray Traced Ambient Occlusion” provided
by real-time rendering engines, are used to create realistic
drone renders. For lighting, ”Physically Accurate Sun” was
used to simulate different times of the day. In addition, by
integrating physical camera properties and effects, factors such
as film grain, lens distortion, and auto exposure in real cameras
are simulated. Thanks to combining these technologies, real-
time rendering can create images with a quality close to offline
rendering.

To be used in the presented method, 3D models of six
popular drone models were prepared, and their materials
and textures were created according to their references. In
addition, images in various themes (city, nature, sky, other)
with different resolutions, aspect ratio, and dpi were collected,
and a dataset consisting of 5k images was created to use as a
background.

The data generation pipeline consists of two main compo-
nents. The first component, ”Perception Camera” is a scene
camera with orthographic projection, captures the images per
frame and collects the class and bounding box information
of the labeled objects in the scene. Annotations generated by
Perception Camera are saved in Common Objects in Context
(COCO) [22] format at the end of the generation process.
The second component is the ”Randomizer”, which controls
the randomizations performed per iteration. The Randomizer
can generate random values according to constant, uniform, or
normal distribution for the variables. In addition, thanks to its
deterministic structure, the unchanged parameters provide the
same randomization in each experiment. In this way, it allows
us to do experiments in a controlled environment.

The pipeline is fixed at 60 FPS (frame per second), and it
performs the following operations per frame according to the
parameters set in Randomizer as can be seen in Fig. 2 :

• Selecting a random image from the background dataset
and placing it on the background layer - Fig 2.

• Instantiating a random drone object(s) from the drone
3D model pool and placing it on the scene layer with a
random orientation (position, rotation and scale) - Fig 2
(a).

• Rotating the light source randomly (light intensity and
color change with rotation to mimic real sunlight.)

• Applying camera and post-processing effects - Fig 2 (b)
As mentioned in the ablation study, blending drone ob-

jects into the background is essential for model performance.
Pixel-based artifacts created by the rendered objects present
incorrect features to the trained model, causing the model to
deviate from these artifacts instead of the drone’s features, thus
negatively affecting performance. Therefore, we can eliminate

the inconsistencies created by synthetic objects by applying
”Gaussian Blur” to the drone and its borders in Fig. 2 (b).

The synthetic images generated by the method presented in
Fig.3 and the images from the Drone vs.Bird dataset consisting
of real images are shown. As can be seen, the presented
method can generate images that are close to the data set.

V. EXPERIMENTS

In this section, the experimental environment used and the
results of two different experiments will be discussed. In the
first part of the experiments, the performance of the synthetic
data of different features was investigated, and in the second
part, the performance of the synthetic data set with the best
features and the real dataset was examined.

A. Experimental Setup

All experiments were performed using the Drone vs. Bird
dataset. The Drone vs. Bird dataset is divided into 85 percent
for training and 15 percent for validation. Also, 85 percent
uniformly sub-sampled to 33k images. In the rest of the study,
these sets are referred to as ”Training Set” and ”Validation
Set”.

YOLOv5 [23], which is very successful in detecting small
objects, was used in all trainings with RTX 3090 GPU. While
calculating the experimental results, the metric ”Mean Average
Precision” (mAP) was taken as a basis, and the mAP 0.5 value
was chosen as the primary metric and briefly used as mAP.

All datasets generated for ablation study experiments, which
will be explained in the next section, contain 10k synthetic
images, and all experiments were performed on the pretrained
COCO [24] model with 1344 input sizes for five epochs.

Experiments using the dataset with the most successful
features and the Training Set were carried out with COCO
backbone and 1344 input size for ten epochs.

B. Ablation Study

Our aim in this research is to find features that bring
synthetic data closer to real data and increase detection per-
formance by changing one parameter at a time and keeping
other parameters constant. Unfortunately, while some of these
features provide a considerable increase in performance, some
of them decrease performance.

• Base: Base dataset without extra features. Other datasets
were created by adding features to this dataset.

• Without Propeller: The dataset was created with drones
with propellers removed. This experiment was conducted
to understand propellers’ importance for detecting drones.
As can be seen, the performance of the model decreased
significantly when the propellers were removed.

• Random Color: The dataset was created with drones
with random colors. The effect of variations of drones
in different colors has been examined, and it has been
observed to reduce performance. In this way, it has been
understood that a method similar to domain randomiza-
tion negatively affects this scenario.

3
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Fig. 2: Output of scene layer and post processing layer.

Fig. 3: Comparison of synthetically generated drone images and real images from Drone vs. Bird dataset

• Noise: Th dataset rendered with film grain post-
processing effect. The film grain effect similar to that
of cameras has been found to affect model performance
positively. Therefore, it is concluded that noise makes
the distribution of synthetic data closer to the real data
distribution.

• Lens Distortion: The dataset was created with lens
distortion camera effect. Lens distortion is an effect
that causes projection changes in images according to
the lenses used in cameras. It was observed that this
augmentation had a negative impact on performance.

• Blur: The dataset rendered with the Gaussian Blur post-
processing effect. The blur effect has been the most im-
portant feature affecting the model’s performance, thanks
to eliminating artifacts originating from synthetic data
and blending synthetic objects into the 2D background.

• Best: The dataset was created by using best performing
features as a result of the research. It was concluded that
when Noise and Blur are used together, the difference
between real and synthetic data decreases significantly.

C. Training Results

In the previous section, we identified the features that will
provide the best performance. In this section, we will evaluate
the trainings made with synthetic datasets and real data with
these features and their results.

Fig. 4: Training results with datasets containing different numbers of
samples with ”Best” and ”Original” features.

Before training with real data, it is crucial to measure the
effect of synthetic data on performance. In order to investigate
this situation, training was done with datasets containing 5k,
10k, 25k, 50k, and 100k images with ”Best” and ”Base”
features. All the trainings were done with the experimental
setup defined in the V-A section.

In our previous research, we identified the most valuable
features in trainings with 10k data. A series of trainings were

4
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Feature mAP 0.5 mAP 0.5-0.95
Baseline 78.9 31.4

Mix (10k Synthetic + Real) 76.5 31.1
Mix (25k Synthetic + Real) 75.1 31.2
Mix (50k Synthetic + Real) 70.7 30.4

Finetune (10k Synthetic Backbone) 81.4 35.5
Finetune (25k Synthetic Backbone) 84.4 34.0

Finetune (50k Synthetic Backbone) 86.5 36.4
TABLE I: mAP scores of mixed and fine-tuned models with different
amount of synthetic data

held to measure the effect of the amount of data on training
performance along with these features. As seen in Fig. 4, the
dataset with ”Best” features provides performance increase up
to 25k samples, and the performance decreases as the number
of samples increases. Likewise, in experiments with a data
set with ”Original” features, performance drops regularly after
10k samples. The feature differences between ”original” data
and real data decrease performance as the number of data
increases. The data created with the ”best” features, on the
other hand, exhibits higher performance both with less data
amount and as the number of data increases since it has more
realistic features. In both features, it is seen that the dataset
gives a lower performance as the number of data increases. As
the amount of data increases, the trained model moves away
from the real features and starts to overfit the false features
and artifacts created by the synthetic data. From this result, it
can be deduced that although the data set with ”Best” features
performs better, it cannot completely close the ”domain-gap”
between it and the real data.

Finally, a series of experiments were carried out in different
scenarios using real data and synthetic data. First, training was
done using the setup mentioned in the V-A section by mixing
the ”Training Set” and ”Best” synthetic datasets containing
different sample amounts. Secondly, synthetic datasets with
different sample sizes were trained, and these pretrained
models were used as a backbone for training with real data.

Table I shows the results of training synthetic data by mixing
real data and finetuning synthetic data with real data. Mixing
synthetic and real data yields lower results than ”Baseline”,
while finetune gives an 11 percent increase. From these results,
it can be deduced that when synthetic data is mixed with real
data, it leads to learning the wrong features. On the other hand,
when the model is finetuned with a small amount of synthetic
data, it is seen that the performance increases in parallel with
the amount of synthetic data, contrary to the results in Fig.4.
As a result, it has been seen that ”transfer learning” is the
most successful approach for training with synthetic data for
the drone detection scenario.

As seen in Fig. 4 and Table I, synthetic data alone performs
close to ”Baseline”. When used with real data, it did not
provide a very high-performance increase. It can be concluded
that this situation is since real and synthetic data cannot
provide new information to the model after a certain amount
of data. Likewise, it has been seen that a model trained with
only synthetic data can give satisfactory results in scenarios

where real data cannot be obtained.

VI. CONCLUSION

This study presented a synthetic data generation method
for the drone detection problem with game engines using
2D backgrounds and 3D models. The presented method can
produce large amounts of labeled synthetic data quickly and
easily thanks to its randomization infrastructure and realistic
rendering capability. The created framework can produce
training-ready data sets for the drone detection scenario and
all desired computer-vision problems.

Since the presented method is dependent on two-
dimensional background images, it does not create complete
independence from the real data. However, this is not a big
problem as the drone detection problem does not require
specific background images. As a result of using three-
dimensional drone objects, the object to be detected is rep-
resented in the dataset with all its possible variations, unlike
similar methods [6], [16], [17]. Likewise, by creating more
diversity than the methods using realistic three-dimensional
environments [5], [11], [12], the object that is aimed to be
detected is represented on all contrasts, colors and patterns.

As our results show, synthetic datasets produced by this
method show satisfactory performance on their own but pro-
vide an increase in performance when used with real data.The
presented method allows the development of an object detec-
tion model if the data belonging to the desired domain cannot
be reached, and increases the performance in problems with
limited and small amount of real data.
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sessions, all in same order, using an Oculus Rift SDK II head 
mounted display and a pair of headphones. When necessary, 
they used a game controller, mouse, or a keyboard in order to 
interact with the virtual environment. None of the participants 
are native English speakers but they had passed an English 
qualification exam in order to study in a university program in 
English language. 4 of them were natively speaking Arabic 
while others speak Turkish as their mother tongue. 

B. Stimuli and Procedure 
The evaluated VEs were selected from the 

steampowered.com online game repository based on their user 
ratings and differences in their control schemes. The list of the 
applications and their properties are given in Table II. 

TABLE II.  VIRTUAL ENVIRONMENTS EXPERIENCED AND EVALUATED BY PARTICIPANTS 

 Name Session Developer / Publisher Year 

BD Back to Dinasour Island 1 & 11 CryTech 2015 

VR demo that users located in a pre-historic environment observe several dinosaurs with high quality graphics and sound. 
AFM Affected : The Manor 2 & 12 Fallen Planet Studios 2017 

VR horror experience that user navigate in the VE using a game controller, trying to find their way out of a haunted hospital with several jump scare actions. 
IE I Expect You To Die 3 Schell Games 2017 

Puzzle game that users try to escape out of a 1930s spy car in an aeroplane, using the tools and controls in the car via a game controller. 
IM InMind 4 Luden.io / Nival 2015 

Users experience a journey into brain with gaze-and-wait interactions in order to destroy infected brain cells. 
SE 08:46 5 846 Studios / Kraft, A. 2015 

Users have a narrative driven experience of being in an office at World Trade Center on 9/11, using a controller to move inside the building to escape. 
AFC Affected : Carnival 6 Fallen Planet Studios 2017 

An extension of Affected series that jump scare actions occur in a less claustrophobic environment which is a carnival. 
EV Evade 7 N/A 2015 

Fighting simulation that users cannot hit their opponents but try to run away from getting hit by moving their heads. 
PL Pulse 8 Slick VR 2015 

Skiing downhills with leaning controls. 
DL Don't let go 9 Skydome Studios 2016 

Scary experience that users engage with several types of embodied experiences such as knives on their virtual hands and spiders on their bodies. 
GL G2A Land 10 G2A 2015 

Rollercoaster experience (in this study). 
Each participant engaged with the VR environments in the 

given order. They were allowed to attend two VR sessions on 
the same day, at least with 2 hours of break. In case that they 
felt any negative effects such as cybersickness symptoms or 

extremely distressed by the content, they were allowed to quit 
the session. None of the participants quit any sessions before 
the exposure of minimum 5 minutes. 

After each session, participants were asked to evaluate 
their experience with the VE hey engaged with, using the 14 
English translated items acquired from the website of the 
project [27] provided by the developers, with a warning that it 
should be “regarded as a non-tested translation by non-native 
speakers”. Although some items are not very clear in this 
version, we decided to keep them as they were since some 
studies have already used this translation [e.g. 28-30]. The 
scale anchors were kept as they were in German version [13]. 
The scale points were set as 5 points as in the Portuguese 
version [23] in order to make it simpler and faster for the 
respondents to decide their answer. Although this may be 
questionable since decreasing the number of anchor points 
from 7 to 5 may cause some loss of reliability and precision, 
recent research show that “improvements in psychometric 
precision were identified past 6 response options” [31] for 
personality questionnaires and similarly, the number of 
response options does not differ much between 3,5,7 and 11 
point scales for measuring user experience [32]. 

C. Data Analysis 
Since the PLS based method have “almost no limiting 

assumptions regarding the model specifications and data” and 
higher statistical power compared to covariance based 
methods [33], we embraced PLS (partial least squares) based 
confirmatory factor analysis approach for assessing the 
validity and reliability of IPQ English version, following the 
recent guidelines [34] using the software SmartPLS version 
3.3.2 [35]. This analysis was executed on a dataset of 432 
samples, which includes the last two VR session in which the 
same stimuli is evaluated repeatedly. 

Using the first session mean score for each factor and the 
overall IPQ mean score, we ran a paired samples t-test in order 
to understand the effect of re-evaluating the same environment 
with IPQ. The scores of the first and the eleventh session in 
which the BD stimulus was explored paired on subject-basis, 
as well as the scores of the second and twelfth session of the 
AFM stimulus. Mean comparisons and correlations are 
inspected for both 14-item and 11-item versions as an 
indicator of test-reliability. Furthermore, we think that we also 
explore the scale’s sensitivity to changes in users’ level of 
experience with HMD VR systems, since there are 10 sessions 
that correspond to 2 hours of VR engagement between the 
evaluated experiences. 

In order to assess sensitivity, we ran a series of ANOVA. 
Since the aim that these analyses were for identifying the 
differences on factor scores due to different VEs, analyses 
were run on a dataset of 360 samples of the first ten sessions, 
excluding the repeated evaluations of AFC and BD. 

IV. RESULTS 
We ran a PLS-CFA with the English translations of 14 

items based on original German version, employed in the 
measurement model (Fig. 1). Based on the criterion that an 
item should load consonantly with a high coefficient on a 
singer factor, we explored the cross-loadings of each item 
through the EFA (exploratory factor analysis) result shown on 
Table III. Although all of the items had loaded on their 
intended factor, some of them had very low loadings, below 
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Fig. 1: Demo of our approach. (a) shows a user waiting for Uber (the white car is the 3D model we use). (b) shows an Uber
schedule optimized with our approach using OpenStreetMap data. Tasks are plotted with an origin as a circle and a destination
as a square. Tasks are colored the same as the Uber car to which they are assigned.

Abstract—Nowadays, ride-shares services such as Uber and
Lyft are becoming more and more popular among people as
shown in Figure 1 (a). Therefore, as a consequence, improving
Uber drivers’ scheduling policies becomes a hot research topic.
In this paper, we present Make Uber Faster: a stochastic opti-
mization approach to automatically improve the Uber scheduling
strategy (b). After considering the benefits from both sides: Uber
drivers and customers, we realize there is still a large among
of space to improve the scheduling strategy over the traditional
straightforward heuristic strategies such as the nearest customers
first strategy and the shortest jobs queues first strategy. By
taking advantage of the OpenStreetMap (OSM) dataset, we
conduct numerical experiments based on procedural computer
animations and simulations to compare different strategies with
ours both visually and statistically to demonstrate how our
strategy overperforms the others.

Index Terms—scheduling strategy, stochastic optimization,
computer animations, procedural simulations

I. INTRODUCTION

Given the advanced technologies of GPS location tracking
services provided on smart mobile devices, online platforms
are able to share customers’ location information with drivers
so that it is easier to find nearby drivers and makes it faster to
share a ride with the customers. This GPS technology helps

grow large-scale rideshare companies such as Uber and Lyft to
connect a large number of riders and drivers through cell phone
apps. An important question for the rideshare company to think
about is how to schedule the drivers efficiently to achieve the
goals that can satisfy both the drivers and the riders. This is
actually an interesting research topic about scheduling strategy.
However, there are some existing straightforward scheduling
strategies that are proposed given to some important heuristics
such as shorter jobs can start earlier than some longer jobs.
This can efficiently decide which job to be started first but
they are always somehow limited and losing some other
considerations when focusing on one consideration.

There are a lot of research works on exploring the best
scheduling strategies. For example, the job-shop scheduling
problem is a notoriously difficult problem in combinatorial
optimization and its computational study has been well ex-
plored by Applegate et al. [1] in 1991. Both conventional and
new solution techniques are discussed by Blazewicz et al. [2].
To solve this problems, both genetic algorithms [3]–[5] and
some other methods such as branch bounding algorithm [6],
multi-purpose machines [7], and tabu-search technique [8]
have been studied. Scheduling problems similar to the job-
shop scheduling problem such tasks scheduling for parallel and
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(a) Default Roads. (b) Merged Roads. (c) Split Roads (Result).

Fig. 2: Navigation Graph Generation. (a) The default roads download with OpenStreetMap data. (b) Roads are merged. (c)
Roads are split and the navigation Graph G = (V,E) is generated. As we can see from subfigure (a), the downloaded roads
network extracted from the raw OpenStreetMap (OSM) data has less accurate navigation graph representations. According to
the splitting operation in (b) and merging operation in (c), the result navigation graph has a more accurate representation. As
shown in subfigure (c), the processed result of the navigation graph has the vertices specified as red spheres are representing
the roads’ intersections or crosses and has the edges specified as colored curves are representing the roads.

distributed computing systems [9], bicriterion scheduling [10],
surgical scheduling [11], sequencing scheduling [12], eco-
nomic lot scheduling [13], voltage scheduling [14], payment
scheduling [15], employee scheduling [16], and manufacturing
scheduling [17] etc. have also been proposed and solved by
researchers. Unfortunately, none of these solutions can be
directly copied to solve the Uber scheduling problem that we
are going to propose in this paper.

Not surprisingly, there are also plenty of research works
discussing about how to optimize the ride-sharing schedule.
For example, bee colony optimization approach was proposed
by Teodorovic et al. [18] to solve the ride-matching problem.
Agatz et al. [19] proposes a dynamic ride-sharing simulation
study in Metro Atlanta. At the mean while, queueing-theoretic
approach [20], hierarchical data-driven approach [21], stable
matching [22], ADA paratransit operation [23], particle swarm
optimization [24], Simulation-Based optimization [25] etc. are
also proposed for optimizing ride-sharing schedules. However,
as the most realistic simulation environment to compare dif-
ferent types of strategies, OpenStreetMap (OSM) data [26],
which is widely used in GPS-related applications, provides
such a possibility. But none of these works use the OSM data
to simulate and validate the optimization process as we do.

Therefore, like other multi-criteria scheduling problems, in
order to solve the Uber scheduling problems, we need to
consider at least two criteria: the drivers’ sides and the riders’
sides. For the drivers, we want to balance the workload to
make it fairer. That is, we need to avoid the case that several
drivers have too many tasks to deal with while some drivers
have no tasks at all. As for the rider side, we hope to minimize
the waiting time for each customer. That is, we hope to avoid
the case that the rider is kept waiting for one driver while some
other drivers have no tasks to do. There are some heuristics that
can help improve the Uber scheduling strategy, however, we
will demonstrate that such heuristics always lead to a locally
optimal solution. Contributions of our work include:

• We devise a navigation graph-based stochastic optimiza-
tion approach to automatically solve the Uber scheduling

problem that best satisfies the criteria from both drivers’
and riders’ sides using a simulated annealing algorithm.

• We simulate the optimized Uber schedules using Open-
StreetMap data to visually validate the efficacy of our
proposed optimization approach. Full demo video can be
watched at here https://youtu.be/KMbIEYlIoOE.

• We conduct a series of numerical experiments by com-
paring different scheduling strategies with ours through
numerical and statistical tests to validate our approach.

II. TECHNICAL APPROACH

In order to stimulate the Ubers’ route on a real-world map
and optimize the Uber schedules, first, we need to design
a data structure storing all necessary navigation information
on a map: we call it a navigation graph. After generating
the navigation graph, we need to numerically evaluate how
well a proposed schedule solution matches with optimization
goals, we call them cost functions. Then we need to devise an
efficient algorithm to minimize the cost functions by updating
the solutions repeatedly through several move strategies that
can explore the solution space sufficiently. In this section, we
discuss our methods to achieve each step listed above.

A. Problem Representations

Navigation Graph. A navigation graph is denoted as G =
(V,E) where vertices V = {vi|i = 1, 2, ..., |V |} represents
the road crossings and edges E = {(vi, vj) ∈ V 2|i, j ∈
[1, |V |] ∧ i ̸= j} are the roads. Navigation graph G = (V,E)
is the fundamental data structure upon which optimization is
applied. We design a pipeline to construct navigation graphs
automatically using real-world data. Through an open-source
Unity 3D asset, GO Map, which has been developed to support
multiple vector map APIs including Mapbox, OpenStreetMap,
Esri, and Mapzen, we can download accurate road networks
and geolocation data by calling these APIs. Therefore, given
these APIs, we can download the realistic urban street layout
from the OpenStreetMap (OSM) dataset directly.
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However, those downloaded road data by default are seg-
mented irregularly and can not form a navigation graph
structure where the vertices should be the road crosses and
edges should be the roads. As shown in Figure 2, (a) shows
the default road network where there exist lots of mismatches
on the road crosses. Therefore, (b) shows the result that we
merge the roads wherever there are any two road segments
sharing the same ending points close to each other and are
contingent on each other with similar tangent directions. After
the merging process, we split the road segments according to
T-junctures as shown in (c). The condition to meet with a T-
juncture is if there is one ending point of a road segment is
lying on another road segment. After this splitting process, the
navigation graph G = (V,E) is constructed.

Workers, Tasks, and Schedule. In our problem statement,
we want to assign n rideshare tasks to m Uber drivers at
a particular moment. For simplicity, we set up the initial
locations of Uber drivers (workers W ) at random vertices in
the navigation graph G = (V,E) as W = {wk|k ∈ [1,m]}
and wk ∈ V . Similarly, we assume all rideshare tasks are
starting at a random vertex on the navigation graph as the
origin and ending at another random vertex as the destination.
We represent the n tasks T = {tk|k ∈ [1, n]} as a list of
arbitrary vertex pairs vertex i and vertex j in navigation graph
G. Mathematically, tk ⊆ {(vi, vj)|i ̸= j ∧ (i, j) ∈ [1, |V |]2}.
We call an assignments of the tasks to the drivers as a
schedule. Then a schedule S is mathematically defined as a
list of combinations between workers W and tasks T such
that S = {(wi, tj)|i ∈ [1,m] ∧ j ∈ [1, n]}. Also, we want a
schedule to cover all of the tasks, that is

⋃
(wi,tj)∈S{tj} = T .

We store the schedule as a list of task queues so that we can
access any task by Si,j as the jth task of the ith worker. To
convert a task to a vertex on graph, we use So

i,j represent the
origin vertex of task Si,j and use Sd

i,j represent the destination
vertex of task Si,j . With this representation, |Si| denotes the
total number of tasks that are assigned to the ith worker.

All-Pairs Shortest Paths. In order to evaluate how much
time does it take for the Uber driver to finish a task, the
driving distance is a prior consideration. In our approach, we
assume the driving speed is approximately keeping a constant
value vdriver. Then given arbitrary tasks with an origin and a
destination, the time to finish the task is proportional to its
driving distance. For simplicity, we consider the drivers’ navi-
gation routes as the shortest paths between every two locations.
Let d(vi, vj) denote the minimal navigation distance between
vertex vi and vertex vj in navigation graph G, we calculate
d(vi, vj) using Floyd–Warshall algorithm [27] to solve the all-
pairs shortest paths problem. By definition, minimal distance
d(vi, vj) is solved through dynamic programming formula:
d(vi, vj) = min{d(vi, vj)k|k = 0, 1, ...|V |} and calculate
d(vi, vj)

k using recursive formula:

d(vi, vj)
k+1 = min

(
d(vi, vj)

k, d(vi, vk+1)
k + d(vk+1, vj)

k
)

(1)

where base case: d(vi, vj)0 = ||p(vi) − p(vj)||, if vertex vi

Fig. 3: All-pairs shortest paths generation. Red pin specifies
the source vertex as the center, all pairs of the shortest paths
that connect the source vertex with those vertices reachable
from the source vertex are sorted according to their minimum
distances. Minimum distances from arbitrary vertices to the
center are visualized through black spheres with varying sizes:
larger spheres represent the vertices nearer to the center and
smaller spheres represent the vertices further from the center.

and vertex vj are adjacent to each other on the navigation
graph G; d(vi, vj)0 = +∞, otherwise. And p(v) is a function
converts vertex v to a 3D position in world space.

An example of all-pairs shortest paths generation is shown
in Figure 3. In this demo, we set up a location near Bodrum
Beach in Bodrum, Turkey. We calculate the min navigation
distance from every vertex in the map to the center of this
map which is labeled by a red pin, the distance of each vertex
is plotted with a black sphere whose size decreases as its min
distance to the center increases. All vertices not labeled out are
those not reachable from the center vertex in this map. As we
can see, most of the vertices are reachable to the center vertex
and there is an obvious trend that vertices spatially closer to
the center vertex tends to have larger sizes of black spheres.

B. Cost Functions

Given the above problem representations, we want to optimize
the assignment of n rideshare tasks to m Uber drivers at a
particular moment by considering two parts: the driver side
and the rider side. We evaluate the schedule S through the
total cost function that consists of two cost terms including
(1) Driver cost function Cdriver(S) that evaluates how much is
the maximum time does the drivers take to finish all the tasks
and (2) Rider cost function Crider(S) that evaluates how much
is average waiting times for all riders. Mathematically, total
cost Ctotal(S) is defined as:

Ctotal(S) = wdriverCdriver(S) + wriderCrider(S), (2)

where wdriver and wrider are the blending weights for Cdriver(S)
and Crider(S) respectively.



22

(a) Initialization. (b) The 3000st iteration. (c) The 6000th iteration. (d) The 9000th iteration.

(e) The 12000st iteration. (f) The 15000st iteration. (g) The 18000th iteration. (h) The 20000th iteration (Result).

Fig. 4: Optimization Process. In this example, there are five Uber cars in total. Five Uber cars are rendered with five different
colors. At the same time, there are 20 tasks assigned to the five drivers. In the beginning, the Uber cars and the tasks are
initialized with random locations on the map. (a) The tasks are randomly assigned to five Ubers drivers during the initialization
step. Figure (b-h) shows the optimization process based on the number of iterations completed at that iteration. During the
optimizations, tasks’ are randomly selected and exchanged between Uber drivers. Figure (h) shows the optimization result of
the optimization schedule that the maximum finishing time of the driver and the riders’ average waiting time are minimized.
Subfigures in the bottom left corner plot the total cost function values. Subfigures in the bottom right corner have ten bars
with five different colors are corresponding to drivers’ five colors: they plot the maximum finishing time of that driver with
the same color (left bar) and the total waiting time of all riders assigned to that driver (right bar).

Driver Cost. In order to balance the amount of work assigned
to different Uber drivers, we hope to minimize the max time
that the last Uber driver has finished all the tasks. Therefore,
given an arbitrary schedule S, we want to penalize this
schedule by calculating the max working time it takes to finish
all the tasks in parallel by the drivers through the driver cost:

Cdriver(S) =
1

vdriver
max

i∈[1,m]


d(wi, S

o
i,1) +

|Si|
j=1

d(So
i,j , S

d
i,j)

+

|Si|
j=2

d(Sd
i,j−1, S

o
i,j)




(3)

As shown in Equation 3, the time to finish a task consists
of three parts: (1) Starting time: time to drive from the start
location of the driver towards the origin of the first task, (2)
Riding time: time to drive from the origin of a task towards the
destination of a task, and (3) Dropping-off time: time to drive
from the destination of the previous task towards the of origin
of the next task. Actually, driver cost Cdriver(S) calculates
exactly the longest time for a driver to finish all the assigned
tasks that consider these three parts of time consumption.

Rider Cost. As we know, most users want Uber to come as
soon as possible after they have placed their orders. Therefore,
another important consideration to improve the schedule of the

Uber system is the riders’ waiting time. To achieve so, we want
to penalize any given arbitrary schedule S by calculating the
rider’s average waiting time through the rider cost:

Crider(S) =
1

vdriver

m
i=1

|Si|
k=1
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j=1

d(So
i,j , S

d
i,j)

+
k

j=2

d(Sd
i,j−1, S

o
i,j)





m

m
i=1

|Si|



(4)

As shown in Equation 4, there is an accumulative effect of
waiting time as the current rider’s waiting time includes the
previous rider’s waiting time. This can always happen when
there are more riders than drivers at a particular moment.
Just because of this effect, the average waiting time can
also be calculated recursively. For minimizing the average
waiting time of parallel tasks queues, there is a straightforward
heuristic strategy is to do the shortest job first (SJF), therefore,
we compare our approach with SJF in the experiment section.

C. Schedule Optimization

As shown in Figure 4, the process of optimizing a Uber
schedule on a navigation graph G = (V,E) with our proposed
approach is presented.In the beginning, the Uber cars and the
tasks are initialized with random locations on the map. The
tasks are randomly assigned to five Ubers drivers during the
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Fig. 5: Testing our program with different parameter settings and comparing with different schedule strategies. Among these
results, three columns represent three different parameter settings, they are 5 Drivers and 20 Riders, 10 Drivers and 40
Riders, and 15 Drivers and 60 Riders respectively. Different rows are presenting different schedule strategies, they are Random
Assignment, Nearest Tasks First, Shortest Tasks Queue First, and Stochastic Optimization (Our approach) respectively.

initialization step. This forms the current schedule solution
S at the first iteration. For every new iteration, given to any
randomly sampled schedule solution S as the current status,
we propose a new schedule solution as S′ through three types
of move strategies:

• Reorder a Task. Randomly select a task i and task j from
a driver, exchange the order of these two tasks.

• Replace a Task.: Randomly select a task i from driver x
and a random task j from driver y, then assign task i to
driver y by inserting the task i before the task j.

• Exchange a Task.: Randomly select a task i from driver
x and task j from driver y, exchange these two tasks.

For a proposed update of schedule S′, in the formulation of
the simulated annealing approach proposed by Kirkpatrick et
al. [28], the acceptance probability function Pr(S′|S) is:

Pr(S′|S) = min(1,
f(S′)

f(S)
), (5)

where f(S) is a Boltzmann-like objective function related to
a Metropolis-Hastings state searching step [29]:
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Fig. 6: Uber Schedule Simulation. This figure shows the animation of the Uber scheduling simulation process. In this scenario,
there are 5 Ubers drivers assigned with 20 ride-sharing tasks. Every Uber car is moving along the route on the map and
navigated by the schedule we have optimized. After the Uber driver finished each task, the route for that task will disappear
while only keeping the origins (circles) and destinations (squares). As we can see, almost all of the Ubers finish their tasks at
approximately the same time moment. This validates the effect that we minimize the max working time for all of the Ubers.

f(S) = exp(−1

t
Ctotal(S)), (6)

where t is the temperature parameter of simulated annealing,
which decreases gradually throughout the optimization. As the
temperature t decreases over iterations, the optimizer becomes
less aggressive and more greedy. By the end, the temperature
drops to a low value near zero, the optimizer tends to accept
better solutions only. We empirically use temperature t = 1.0
at the beginning of optimization and decrease by 0.2 every
1000 iterations until it reaches zero or terminated if the total
cost change is smaller than 3% over the past 500 iterations.

III. EXPERIMENTS

A. Implementations

We have implemented the Make Uber Faster system using a
computer graphics engine called Unity 3D with the 2019 ver-
sion. The simulated annealing algorithms and animations are
implemented in the C# programming language. The hardware

configurations include Intel Core i5 CPU, 32GB DDR4 RAM,
and NVIDIA GeForce GTX 1650 4GB GDDR6 Graphics
Card. All programs are running on CPU multi-threads except
the graphics rendering are rendered on GPUs.

B. Changing Parameter Settings
In this experiment, we have tested our approach through

different tasks settings and compared our optimization ap-
proach with different Uber scheduling strategies. As shown
in Figure 5, Uber scheduling solutions are presented. Among
these results, three columns represent three different parameter
settings on the number of drivers and number of riders, they
are 5 Drivers and 20 Riders, 10 Drivers and 40 Riders, and 15
Drivers and 60 Riders respectively. Different rows are present-
ing our approach compared with different existing heuristics-
based strategies, they are Random Assignment, Nearest Tasks
First, Shortest Tasks Queue First, and Stochastic Optimization
(Our approach) on four different rows respectively. Each
column is initialized with the same random tasks and drivers.
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Max Working Time Avg Waiting Time
Colors 5 driver 20 rider 10 driver 40 rider 15 driver 60 rider

Random 47.27 43.38 57.38 11.58 12.55 13.44
Nearest 67.24 69.59 52.13 15.23 14.66 12.13
Shortest 32.48 30.46 31.96 9.82 8.21 9.13
Optimize 25.89 18.94 20.58 6.83 5.08 4.74

TABLE I: Statistical results. This table demonstrates the
statistical results including the max work time and average
wait time corresponding to the Uber schedules generated with
different parameter settings under different schedule strategies
as shown in Figure 5. Among these numbers, three colors
represent three different parameter settings, they are 5 Drivers
and 20 Riders, 10 Drivers and 40 Riders, and 15 Drivers
and 60 Riders respectively. Four rows are presenting four
different schedule strategies, they are Random Assignment,
Nearest Tasks First, Shortest Tasks Queue First, and Stochastic
Optimization (Our approach) respectively.

As for the Nearest Tasks First strategy, all tasks are assigned
to each Uber driver according to whose origins are closed to
that driver. Actually, this strategy is the most straightforward
method and probably the current Uber app seems to use this
strategy [30]. However, as shown in this figure, this strategy
seriously depends on whether the Uber drivers are evenly
distributed on the map. For example, from the figure, we
can infer that it works much better in the 5 Drivers and 20
Riders case than 10 Drivers and 40 Riders as the Ubers are
scattered more uniformly in the previous one. On average,
random strategy even performs better than this strategy.

As for the Shortest Tasks Queue First strategy, all tasks
are assigned to each Uber driver according to whose as-
signed tasks’ total amount of duration is the minimum one,
namely, with the shortest task queue. Actually, this strategy
approximates the optimal solution the best. As shown in this
figure, compared with other strategies such as the Random
Assignment and the Nearest Tasks First, this strategy always
results in a shorter task queue and averages the workloads
among the drivers much better. However, when it is compared
to the optimization strategy, this strategy is still less perfect.

The Stochastic Optimization strategy presented here is using
our proposed approach to optimize the Uber schedule within
20000 iterations. As the CPU computation rate is fast, the
whole optimization process only takes 25 to 50 secs to achieve
an acceptable optimal solution. During the optimization, we
initialize the first solution using the Random Assignment
strategy. As shown in the result, our approach overperforms all
other approaches. The rider’s max working time and rider’s av-
erage waiting time for changing parameters shown in Figure 5
are shown in TABLE 1 and the units are minutes. In order to
statistically prove our approach overperforms others, we have
repeated these experiments 20 times for each setting using
random initialization of task locations and Uber locations.
Statistical analysis will be presented in the next section.

C. Uber Schedule Simulation

In the end, we simulate the animation of the Ubers ac-
cording to the schedule that we have optimized. As shown

Fig. 7: Numerical experiments results. These box plots are
depicting the drivers’ max working time (first row) and rid-
ers’ average waiting time (second row) for each simulation
where the units are minutes. Three columns presents three
different parameter settings including 5 Drivers and 20 Riders,
10 Drivers and 40 Riders, and 15 Drivers and 60 Riders.
Four colors presents four different schedule strategies includ-
ing Random Assignment, Nearest Tasks First, Shortest Tasks
Queue First, and Stochastic Optimization (Our approach).

in Figure 6, there are 5 Ubers assigned with 20 tasks. Every
Uber is moving along the route on the map and navigated
by the schedule we optimized. After Uber finished each task,
the route for that task will disappear while only keeping the
origins and destinations. As we can see, almost all of the Ubers
finish their tasks at approximately the same time moment.
This validates the effect that we want to minimize the max
working time for all of the Ubers. To avoid that any Uber being
assigned too much work while others have finished already.

IV. RESULTS AND DISCUSSIONS

As shown in Figure 7, the simulation results of the numeri-
cal experiments are presented. By repeating these experiments
20 times for each task number setting, we randomly initialize
the task locations and Uber’s initial locations and compare
different settings and strategies like what we have shown
in Figure 5. The box plots are the max working time and
average waiting time for each simulation where the units are
minutes. As we can see, there is an obvious pattern that
generally Random Assignment performs better than the Nearest
Tasks First and Shortest Tasks Queue First strategy performs
better than the Random Assignment strategy. Therefore, if we
statically show that our approach performs significantly better
than the Shortest Tasks Queue First strategy, we can confirm
that our approach overperforms all. According to unpaired T-
tests with α = 0.05, we have lower bounds and uppers bounds
of the confidence interval for the max working time given
three settings are [3.2, 3.8], [8.4, 12.4], and [7.4, 11.0]; for
the average waiting time are [2.8, 4.2], [3.3, 4.4], and [3.2,
3.8]. Therefore, all confidence intervals do not cover 0. So,
ours performs much better than Shortest Tasks Queue First.
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V. CONCLUSION

In this paper, we present Make Uber Faster: a stochastic
optimization approach to automatically improve the Uber
scheduling strategy. By taking advantage of the Open-
StreetMap (OSM) dataset, we construct navigation graphs
automatically using real-world data. Then we generate all-
pairs shortest paths on OSM to simulate Ubers’ navigation
routes. We optimize the assignment of the rideshare tasks to
Uber drivers by minimizing two costs: the Driver Cost which
is used for balancing the amount of work assigned to different
Uber drivers and the Rider Cost which is used for minimizing
the riders’ average waiting time. We simulate the optimized
Uber schedules using OpenStreetMap data to visually validate
the efficacy of our proposed optimization approach. At the
same time, we conduct a series of numerical experiments by
comparing different scheduling strategies including Random
Assignment strategy, Nearest Tasks First strategy, and the
Shortest Tasks Queue First strategy with our Stochastic Op-
timization strategy. According to the statistical analysis using
unpaired T-tests, we have %95 confidence to claim that our
strategy significantly overperforms other strategies.

Limitations and Future Works. However, according to the
explanation of our algorithm, there are lots of assumptions
made for simplifying the problem statements such as the speed
is considered to be always constant so that the task duration is
proportional to the distance and the assumption that all tasks
assigned at the same time are reaming unchanged. However,
in reality, it is important to consider some other external
conditions, such as extreme weather conditions, extreme traffic
conditions, and human-factors-related conditions, etc. As fu-
ture work, more dynamic conditions will be included into our
simulation and optimization platform. Interactions between the
user and the platform will be allowed for interactive simulation
and optimization. At the same time, personalized simulation
conditions can also be considered during the optimization
process such as personalized drivers and riders settings. We
believe our optimization approach can be easily extended with
such considerations and give acceptable results. Our work will
attract more researchers to explore how to use our approach
to optimize rideshare scheduling problems within a realistic
virtual simulation environment.
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Abstract—In this work, we have developed a process to obtain
shaders that can be used for creating dynamic paintings in the
style of Georgia O’Keeffe. With this process, one can obtain
colors that closely resemble the distribution of colors in any
Georgia O’Keeffe painting such as shadows and highlights colors
of flowers. Using the shaders, one can create dynamic Georgia
O’Keeffe flowers, whose colors and shapes can change based on
light and eye positions. The process can be extended to provide
simple solutions to create painterly flowers that can be rendered
from all viewpoints.

This process is based on the Barycentric shading approach.
This work extends earlier Barycentric shaders by using higher-
dimensional Barycentric formulas. This extension allows the
viewer to move around the objects in 3D space. Because of this
extension, control textures are not required to be employed as
shader parameters. These control textures with embedded global
illumination information allow for the use of lower-dimensional
Barycentric formulas by simplifying Barycentric shaders. This
earlier approach comes with a price, however. First, the control
textures have to be projected onto the 3D models, which are only
useful for a limited range of viewing angles and static models.

This new approach, using higher-dimensional Barycentric
formulas, eliminates the need for global illumination embedded
control textures. Therefore, this new approach works well with
changing camera angles and animated models, which allows
for the creation of more dynamic paintings by incorporating
transformations of the flowers themselves.

Index Terms—Non-Photorealistic Rendering, Dynamic Paint-
ings, Georgia O’Keeffe

I. INTRODUCTION AND MOTIVATION

Plant illustrations and paintings serve both aesthetic and
scientific purposes. Many flowers have medicinal purposes,
and botanical drawings have played an important part in
understanding the flora of our planet [1]. The subject of flowers
has dominated art for centuries, painted both in appreciation
for their aesthetics and as artistic symbols [2].

Georgia O’Keeffe embraced the former category and painted
small sections of her subjects on a much larger scale [3].
Focusing in on small parts of the plants allowed her to show
viewers a much grander scope of these flowers [4]. In this
paper, our goal is to create dynamic flowers in the style of
Georgia O’Keeffe.

Unfortunately, the current modeling and rendering processes
require too much knowledge to create such hand-painted
looking dynamic paintings for novice users such as traditional

painters. Therefore, there is a need for the development of
processes to obtain desired dynamic paintings with intuitive
and artistic control. In this paper, we present such a simple
process to create dynamic floral paintings that change with
time. This process provides intuitive and artistic control to
obtain the desired look.

The basic process of obtaining desired look-and-feel is well
understood in current computer graphics practice: It consists of
two main stages: (1) Scene representation with proxy objects
and proxy materials, which we call shaders; and (2) Rendering
with proxy objects and proxy materials. The proxy scene rep-
resentation stage involves the inclusion of camera parameters,
light positions and orientations, orientations, positions, and
shapes of all the objects in the scene, and material properties
of all visible points. Once we have a good estimation of
each, we can render realistic (or-non-realistic) images with
global illumination using proxy cameras, proxy lights, proxy
geometry, and proxy materials that represent the scene and
composite them into single image.

In our case, the process is essentially the same. Our main
contribution in this paper is in shader development using
Barycentric shading. This type of shading was initially for-
mulated to emulate Chinese paintings, has been successful
to obtain a wide variety of styles. Chan et al. used an early
Barycentric approach to mimic the look of Chinese paintings
[5]. Liu et al. extended this method further by introducing
film lighting and Global Illumination into the equation [6].
Akleman et al. provided a formal description of Barycentric
shaders in 2016 [7].

Barycentric shading has also been used to handle other art
styles over the years. For instance, Yan adapted the Barycentric
shading process to an ocean surface rendered to resemble
seascape oil paintings of Ivazovski [8]. Du used Barycentric
shading to obtain charcoal and crosshatching effects with
reflections [9], [10]. Castaneda applied the Barycentric shading
method to portraits [11]. This method involved gathering color
information from portrait photographs and compositing filtered
layers based on that information to create realistic-looking
painterly portraits. Justice also used Barycentric shading to
create time lapse western landscapes based on the Paintings
of Edgar Payne [12]. Recently, Subramanian used another
instance of Barycentric shading to obtain dynamic still life
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Fig. 1. Examples of frames from a Georgia O’Keeffe style flower animation created by using our process.

paintings including global illumination [13]. Clifford created
time-lapse animations of two of Anne Garney’s paintings for
different times of the day [14].

One such example is shown in Figure 2. In this example,
complex subsurface scattering effects are embedded in diffuse
and shadow control images that are simply interpolated based
on light position [13]. An important aspect of this process
is that the 3D model is only correct from one point of view.
Textures are mapped by using projection. With this framework,
it is possible to obtain dynamic paintings by moving light
positions. On the other hand, it is not possible to change the
point of view significantly.

Barycentric shading is also useful for creating real time
interactive painterly renderings based on normal maps. Wang
developed such an approach to generate 3D-looking images
based on 2D cartoons [15]. Xiong built upon this method
with a web-based tool to manipulate the lighting and shading
of these mock-3D images [16]. The main problem with all
of these Barycentric shader approaches is that they require
control textures, which are used as shader parameters. Using
control textures is useful in practice, since global illumina-
tion information, along with local material parameters, can
be embedded to simplify shader formulation. Unfortunately,
using control textures significantly limits viewing angles and
constrains static models. In order to extend viewing angles and
include dynamic shapes, there is a need for a new process to
handle these in a simplified form.

In this paper, we present such a process that can provide
the look and feel of Georgia O’Keeffe paintings. We have
developed an extended process to be able to obtain dynamic
paintings with dynamic viewpoints and shapes in addition to
dynamic lighting. The new process does not require control
textures and allows for the use of view-independent, i.e., more
realistic, 3D shapes that can be animated.

II. PREVIOUS WORK

Non-photorealistic rendering (NPR) has emerged as a sub-
field of computer graphics during 1990s to produce computer
generated images that invoke the appearance of being created
”by hand” [17], [18] by emulating broad artistic styles such
as outlines and silhouettes [19], technical illustrations [20],
pen and ink drawings [21], [22], impressionist [23] and cubist
paintings [24]–[26], Chinese painting [5], [27], charcoals [28],
[29], and stippling [30]; as well as artistic tools and mediums
such as brush strokes [31]–[34], watercolor [35]. Convolution
Neural Networks has turned out to be effective for style
transfer [36], [37].

In recent years, there has also been growing interest to turn
specific paintings into dynamic computer generated images
with moving lights and cameras. These paintings can have
non-realistic components. For instance, Murphy developed a
non-photorealistic approach for matching shapes and colors of
the artwork of Disney background painter Eyvind Earle who
use non-realistic shadows [38]. ”Atelier des Lumières” group
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Fig. 2. The process to obtain Dynamic still life paintings with global illumination (An image from [Subramanian 2020]). Used with permission.

developed large scale video projections of many of the Vincent
van Gogh’s well-known works [39]. Liu created 3D version
of a Jiangnan water country painting be the contemporary
Chinese artist Yang Ming-Yi as the primary visual reference
[27]. Barycentric shading emerged as a methodology to obtain
a wide variety of styles as discussed in the previous section.
Despite its power, most of these approaches require control
textures with embedded illumination information and proxy
geometry with embedded perspective information. This is a
problem since we cannot move camera with such textures and
geometry. Instead, we need to produce more complex shading
information using Barycentric shaders. In this paper, we intro-
duce one such high-dimensional shader that can include more
complex shading information that can be sued with moving
camera.

III. THEORETICAL FRAMEWORK

The new process uses view independent shapes as proxy
objects and proxy materials are represented by using extended
Barycentric shaders. The key extension in this work is going
to higher dimensions to remove the need for embedding subtle
global illumination effects. The shaders are high-dimensional
simplices. However, these simplices are formulated as n-linear
functions in the following form:

Y0 = F (T0),

Y1 = Y0(1− T1) +X1T1,

. ..

. ..

Yn = Yn−1(1− Tn−1) +XnTn−1.

Where T − i‘s are shading parameters such as cosθ for a
particular light source, shadow caused occlusion of a light
source, ambient occlusion, or border detection. Each are
normalized in the sense that if Ti = 1, then we get Xi, shader
parameters. Note the difference between shading and shader
parameters. Shader parameters are specific to the shader and
are computed based on relative positions of the lights and

shading points. This simple hierarchy and clear differentiation
of shading and shader parameters allows us to add the desired
colors in appropriate places. Note that in this framework
Y0 = F (T0) is special since it provides the background. Then
each consecutive higher dimensional term adds a new detail.

This formulation is really an extension of bilinear formulas
that are used to create time lapse animations. For instance,
consider two shader parameters s and t, where s represents
the location of the light source (in this case, the sun) and t
is the time of the day, determined by the height of the sun,
normalized as a number from 0 to 1. Let P (s, t) be a bilinear
formula that denotes a dynamic painting for a given set of s
and t values. Also let u and v in [0, 1] represent pixel positions
and P (s, t, u, v) is the color of pixel u and v in time t. Note
that s is the function of u, v, and t. Then, the entire time
lapse animation can be obtained by computing illumination at
a given time of the day (See [12] for more details). Once
we have the structure of the Barycentric formula, the key
problem is the identification of Xi values. This is done by
directly analyzing the given painting. Based on this brief
description of the Barycentric formula, our process requires
five simple stages to obtain dynamic paintings: (1) Analysis
of Georgia O’Keeffe paintings; (2) Use of a higher degree
Bezier curve shader for Y0 = F (T0) (3) Use of a higher
dimensional Barycentric shader for global illumination terms
from O’Keeffe’s paintings, and (4) Rendering by using proxy
geometry and lights as interfaces.

A. Analysis of Given Paintings to Obtain Shader Parameters

Figure 3 demonstrate how we identify shader parameters,
i.e. Xi’s. Note that since we do not use textures, all Xi’s are
actually color values. We first evaluate O’Keeffe’s paintings to
determine the key colors, which corresponds to diffuse illumi-
nation, which are called here, Color13, Color12, Color11, and
Color10. These colors are used to compute the background
term Y0 = F (T0). We can then add other colors such as
shadow colors 1 and 2 and a border color to obtain the final
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Fig. 3. Analysis of Georgia O’Keeffe’s Red Canna (1924) Painting

results. In the next section, we discuss how to compute the
function Y0 = F (T0).

B. Computing Y0 = F (T0) as a Cubic Bezier Function

We observed that for Georgia O’Keeffe paintings it is more
appropriate to use a cubic Bezier for Y0 = F (T0) for basic
diffuse shading. The four colors obtained by analysis provide
control colors to compute the diffuse (background) color. The
main advantage of using a cubic term is that we can obtain
two of the control colors exactly and the other two control
colors approximately as shown in Figure 4. The cubic Bezier
diffuse shader, then, is given by the following formula:

Y0 = Color13s
3 + 3Color12s

2(1− s)

+3Color11s(1− s)2 + Color10(1− s)3.

Note that cubic Bezier helps with obtaining a greater variety
of colors that allow us to achieve color transitions like those of
O’Keeffe’s paintings. For comparison purposes, we first started
with linear and then quadric Bezier equations. As shown in
Figure 2, they turned out to be too limiting, as they only
interpolate between two and three points. Thus, we decided
on the cubic Bezier equation for utmost control, allowing
for four different colors. It is, of course, possible to use a
higher degree Bezier formula. That would require more control
colors, which could be overkill in most cases, however. In all
of the examples we worked on, four colors were sufficient to
obtain a reasonable diffuse background.

C. Higher Dimensional Barycentric Shader

In our higher dimensional Barycentric shader, the order is
the very critical. We first add a specular highlight, Color21, to
provide a view-dependent effect and improve the overall depth
of the flowers. The specular term is added with the following
equation (see Figure 5):

Y1 = Y0(1− s2) + Color21s2,

where s2 = max((cosψ)γ , 0), the classical Phong shading
term. That can be replaced any other specular highlight term.

To mimic the darker petal edges in O’Keeffe’s painting,
we used a texture map that is provided by user that defines

boundaries of petals. This was incorporated with the following
equation,

Y2 = Y1(1− T (u, v)) + ColoredgeT (u, v),

where T (u, v) is the user provided uv map. We also separated
the shadows into two separate shadow colors, ShadowColor1
and ShadowColor1, for greater artistic control and used the
following bilinear equation:

Y3 = Y2s4+ShadowColor1(1−s1)(1−s4)+shadowColor2s1(1−s4)

For details of this equation see Figure 7. We then incorporated
a Border color to darken areas of geometry that border each
other by making the eye point an area light light source that
can produce shadow. The parameter s5 is visibility from this
area light source. Note that this is different than ambient
occlusion. It provides Georgia O’Keefe style silhouette edge
for thin shapes such as flower petals. The final equation, as a
result, is given as follows:

Y4 = Y3(1− s5) +BorderColors5

We observed that Georgia O’Keeffe, use such border color in
her paintings.

D. Rendering the Dynamic Painting

We have acquired Proxy Geometry from 3D online re-
sources. These simple flower models were used to demonstrate
the versatility of our shader. The flower proxy geometry was
animated to bloom with a simple Blendshape animation in
Autodesk Maya. This, along with simple camera movement,
demonstrates the adaptability of this shader from any angle.
For rendering we simply computed each shading parameter
for given light position and shading point. We then, plugged
these shading parameters into a shading equation to compute
rendering. This is an extremely simple process that can be
done in real-time using GPU. Unfortunately, since we have
implemented this with Maya and Arnold, our computation is
not real time. This provides a convenience for using Maya’s
interface. However, it is better to implement these shaders
as stand-alone for faster and efficient renderings. Figure ??
provides additional shaders inspired by four different Georgia
O’Keeffe paintings. Our results suggest that with careful
analysis of Georgia O’Keeffe paintings, it is possible to obtain
dynamic paintings that resemble the look and feel of Georgia
O’Keeffe’s style.

IV. DISCUSSION AND CONCLUSION

Our results suggest that higher dimensional Barycentric
formulation is useful for obtaining complex looking renderings
without using textures. Most of these Barycentric formulas are
simple interpolations, or first-degree Bezier curves. We only
have to use a higher degree Bezier term for diffuse rendering
to provide for greater artistic control. Our shader gives the
artist the ability to create O’Keeffe-like paintings with almost
any proxy geometry with simple analysis of her paintings’
colors. By controlling the four diffuse control point colors, the
specular color, two shadow colors, border color, and an edge
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Fig. 4. A comparison between Linear, Quadric, and Cubic Bezier interpolation. Note that cubic Bezier allows to create a greater range of color control.

color, we can apply this shader to almost any of O’Keeffe’s
countless masterpieces to bring them to life.

We have not tried this methodology for other flower artists.
We expect that the higher dimensional approach will work
for many cases. Each additional dimension may need to be
added using different Barycentric interpolation, however. For
instance, if we want to obtain cartoon type sudden changes,
it would be more appropriate to use zero-degree B-spline
functions. For effects such as Charcoal and Crosshatching, we
would again need textures instead of colors [Du 2015, 2016].
We do not expect to have a need for higher degree polynomials
except for background diffuse rendering as in this O’Keeffe
case.

As mentioned earlier, the computation can be significantly
improved by implementing these shaders as stand-alone sys-
tems. The major drawback of this method is that it relies of
current rendering pipeline to obtain results, which can take
long time. Many of the terms can be computed fast by using
image processing methodologies such as Cos Θ shadows [40].
For instance, computation of area light shadows can be done
in real time using such methods. However, in such cases, we
need to use simpler proxy shapes that may not allow full range
of motion in real time.

The main bottleneck of these methods is the analysis of
the paintings, which requires a significant amount human
involvement. The process can be significantly improved by
developing Computational Neural Networks that can make
basic analyses.

Dynamic paintings can eventually be an alternative to the
current static paintings. We can render them based on lighting
in the environment. In this way, they can be designed by artists
and react to environmental illumination. The current extension
can also allow for changing the appearance of the painting
based on the viewer’s position. We believe that development
of these tools for novice artists will prove to be useful for

them in designing their own interactive paintings.
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Fig. 9. Each stage of the shader in order: (a) Specular Highlights, (b) Shadow Colors, (c) Border Detection, and (d) Edge Definition.

Fig. 10. Example frames from four different animations obtained using our shading process of O’Keeffe’s paintings.
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