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Hacettepe Üniversitesi

Bilgisayar Grafiği
Ankara, Turkey

i.abdullah06@gmail.com

Zümra Kavafoğlu
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Ankara, Turkey

zumra.kavafoglu@gmail.com

Abstract—Generating realistic avoidance motions for virtual
humans in computer animation applications, especially video
games, is a complicated problem. Most of the avoidance motions
in real time applications are simply restricted to big jumps or
extreme bendings, which fall short to reflect the motion variety of
real humans. The literature includes a number of approaches for
synthesizing the appropriate avoidance motion by using a large
database of motion capture data in real time, but these often
involve costly processes and usage of large amount of system
resources. In this paper, we present an approach for training a
policy with deep reinforcement learning which generates realistic
avoidance motions in real time without relying on motion capture
data. During training, spherical objects are thrown to the random
parts of the human model from random positions. Physically
plausible avoidance motions that avoid the thrown spheres in
a natural way are generated through this learned policy. We
evaluate the naturalness of the learned motions with several user
tests.

Index Terms—avoidance, deep reinforcement learning, virtual
human animation.

I. INTRODUCTION

Virtual human models are frequently used in computer
animation applications, whose realism is an important criterion
for the quality of the application. For a virtual human model
to look realistic, it must successfully imitate the movements of
real people. Motion capture technology is widely employed to
achieve such successful imitations. Even if the tools and appli-
cations for motion capturing are somehow provided, capturing
and processing the motions and selecting the appropriate one
for the intended tasks are quite laborious.

Generating realistic human motions is still a hot topic of
computer animation literature. Approaches that utilize motion
capture data by editing, concatenating or imitating, take up
a large space in the literature [1]–[3]. Recently, with the
development of machine learning methods and the increase
of today’s computer performances, motion generation studies
using machine learning methods have also become quite
common [4]–[9].

Generating avoidance motions is also a complicated prob-
lem in the literature, as the action to be taken must be shaped
according to the unpredictable nature of the perturbation to be
avoided. For example, the movement of a virtual human model
in a fighting game for getting rid of his opponent’s fist depends
on many variables such as the speed of the fist, its volume, and

the body area it targets. By using a limited amount of motion
capture data, most of the attacks can be avoided by taking
large steps, jumps and leaning on the ground for all incoming
hits. However, in a situation where it is possible to get rid of it
with a little effort, doing such exaggerated movements distorts
realism. In addition, making the same avoidance movements
constantly causes a monotonous appearance.

In this paper, we present a system for generating realistic
avoidance motions for a simplified virtual human model.
We aim to learn generating motions from scratch without
relying on motion capture data. For this, we handle the mo-
tion generation problem as a reinforcement learning problem.
We designed the observations and rewards of the learning
algorithm based on several criteria for generating realistic
avoidance motions. As a result, we train a policy, which
enables the virtual human model avoid spheres thrown from
random positions to random parts of the body. We conducted
user tests for evaluating the realism of the generated avoidance
motions.

II. RELATED WORK

There are various approaches in the computer animation
literature for generating realistic avoidance motions.

Zordan et al. [10] propose an approach for learning avoid-
ance motions with Support Vector Machine. The proposed
system generally generates succesful results where character
avoids attacks while keeping balance. Shum et al. [11] use
motion capture data for generating not only evasive motions
but also other motions of two characters in mutual combat.
Another approach utilizing motion capture data for generating
avoidance motions is by Oshita et al. [12]. In their work,
the captured motions are segmented such that the avoidance
part is a single piece and a motion graph is set up with
these submovements. In another study, Oshita et al. [13]
have developed a method that enables collision avoidance by
deforming a given animation. In this method, the input motion
is enclosed in a lattice, and the lattice is deformed by warping
techniques according to the space-time volume of the collision.
The success of all of these aproaches in the literature is highly
dependent on the number and quality of the utilized motion
capture data.



III. VIRTUAL HUMAN MODEL AND SYSTEM OVERVIEW

The proposed system consists of a kinematic virtual human
model and a spherical object. The virtual human model is
designed as a simplified imitation of the real human body. It’s
composed of rectangular prisms and spheres as body parts,
connected with spherical or hinge joints (see Figure 1). The
human model is initially posed in a standing position with all
its joint angles set to zero. The feet of the model are fixed
on the ground and their position or direction doesn’t change
in any way. The model’s limbs can perform various rotational
movements by using the wrist, knee, hip, waist and neck joints
in a way that does not contradict the physiological structure of
the human body. The bodyparts of the human model are ranked
according to their vulnerability under external perturbances as
in [10](see Figure 1). This ranking is utilized in reward design
of the learning algorithm, as explained in Section IV-B.

Fig. 1. Virtual human model with specified joint degrees of freedom (left),
and vulnerability ranking of bodyparts. Vulnerability decreases from red to
yellow

The main aim of the offline learning system is to train a
policy that generates natural avoidance motions with deep
reinforcement learning. In this system, the spherical object
is thrown towards the virtual human model from random
positions, with random direction and speed. If any body part
of the virtual human model touches the object or the object
passes it without touching, one training episode is completed
and the virtual human model returns to the starting pose for
the other episode. In the online motion generation phase of the
system, the object is thrown towards the user-selected area
of the virtual human model and the reaction movement is
generated in real time according to the policy learned by the
offline system.

IV. OFFLINE LEARNING WITH DEEP REINFORCEMENT
LEARNING

This section explains the main part of our work, where the
observations, actions and rewards of the deep reinforcement
learning algorithm are designated to learn a natural avodiance
motion generation policy.

We determined the following criteria for natural avoidance
motions that guided us through this design process:

• The movements of the body parts of the virtual human
model should not violate the axis and angle limits of the
real human joints.

• The generated motion should keep the character in bal-
ance.

• Avoidance should be accomplished with minimum move-
ment of the body parts.

• The virtual human model should move with a reasonable
speed, superhuman speeds should be avoided.

• The generated motions shouldn’t be identical or very
similar to each other, for reflecting the uniqueness of
human motions.

A. Observations

To determine the right observations is quite important for
efficiency and success of the learning process. It’s impossible
to train a successful policy with insufficient observations,
while unneccesary observations can increase the training time
excessively. As a result of the trial and error tests we made
to balance the performance efficiency and policy success, we
decided to use the observation values explained below for our
problem.

• Crouching amount
• Change in torso and neck orientations
• Position of the body center of mass
• Distance and speed of the spherical object

B. Rewards

We examine the rewards under two categories as step
rewards and terminal rewards. The step rewards consist of the
small value rewards given according to the movements made
in each step and the current situation. At the end of each
episode, much bigger terminal rewards are given as explained
below.

Step Rewards Since one of the basic criteria for realism is to
produce movements that require minimum effort, we set the
step rewards to negative to prevent unnecessary movement.
With this, we also avoid excessive joint speed and acceler-
ations. We use the equation below for calculating the step
rewards so that the sum of these rewards does not suppress
the terminal rewards.

R =
e

α
100

100
(1)

The values explained below are substituted as α in this
equation.

• Crouching amount It’s not natural to crouch completely
in a situation where the collision can be avoided with
only a little movement. For this reason, special attention
has been paid to ensure that the negative reward chosen
for the crouching movement is not too small. The reward
is calculated by giving three times the total angle of the
upper leg around the x axis as the α value in Equation
1. No negative reward is given if the virtual human
model has never crouched. This prevents the model from
crouching unnecessarily.

• Torso angle Since rotating the torso from the waist makes
it possible to avoid the collisions with less effort, real
human tend to avoid collisions with torso movements



when possible. To achieve this, selecting torso movements
is rewarded less negatively than leg movements in situa-
tions where avoidance is possible with both crouching and
torso movements. The reward is calculated by substituting
the angle between the torso and waist as the α value in
Equation 1.

• Neck angle Neck movements are essential for avoiding
objects that directly target the model’s head. In addition,
the movement of the head while performing other avoid-
ance movements provides a more realistic appearance
than standing still. Therefore, the least negative reward is
given to the head movements. The reward is calculated
by substituting half of the angle between the neck and
the body as the α value in Equation 1.

• Position of the body center of mass In order to keep the
virtual human model in balance, a negative reward is
given in proportion to its distance from the equilibrium
position. The negative reward is calculated by substituting
the distance between the center of mass of the foot
support polygon and the projection of the center of mass
of the virtual human model on this polygon as α value
in Equation 1. This reward is given at every step, not just
when there is a movement, in order to enforce the model
to make movements that will stabilize it.

Terminal rewards
• If the sphere hits the virtual human model, this means a

strict failure and a big negative reward is feeded to the
learning algorithm. The amount of this negative reward
is calculated proportional to the vulnerability rank of the
bodypart hit by the sphere.

• When the center of mass projection of the model is
out of the foot support polygon, the training episode is
terminated as unsuccesful and a negative reward of -5 is
given.

• The episode is accepted as succesful and terminated when
the sphere passes the human model without touching. A
positive reward of 5 is given in this case.

C. Actions

We use continuous action space in our training. The joint
rotations necessary for crouching as well as torso and neck
movements are taken as actions. The action values consist of
one axis and one angle value for spherical joints and one angle
value for hinge joints.

V. IMPLEMENTATION AND RESULTS

All training and simulations in the scope of this work have
been performed on a computer with i7-7700HQ processor and
6GB external Nvidia GeForce GTX 1060 graphics card. The
training has been performed on a GPU using Cuda. The five
million-step training has been completed in about a day.

We trained the policy with Unity MLAgents [14]. We used
the Proximal Policy Optimization as the deep reinforcement
learning algorithm. During training, 14 scenes have been run
simultaneously which update the same policy. In this way,
training time is shortened.

In the online motion generation phase, user marks a region
in the virtual human model and the sphere is thrown to this
marked section.

A. User Tests

We have conducted user tests to evaluate the naturalness
of the generated avodiance motions. For the test scenes, the
sphere was launched towards the virtual human model in a
total of 17 different ways by selecting one of the body parts
and sphere positions marked in Figure 2. A video clip was
recorded for each of the movements made by the virtual human
model against the launched spheres. At the beginning of each
clip, the target area of the body and the direction where the
sphere will be launched (right, left, or front) is indicated by an
arrow. Figure 3 displays some example scenes from the user
test environment.

Fig. 2. Body areas and sphere initial positions selected for the test movements.

Fig. 3. Scenes from the user test environment, consecutive frames display the
poses before and after the avoidance motion for each scene. The yellow arrow
indicates the sphere launching direction. Motion17(lower-right) is scored
lowest in both of the user tests.

User tests were conducted with 10 users aged between 13
and 70 years. It was indicated to the users that the arms of
the virtual human model don’t move and its feet are fixed
on the ground, in order to avoid any low scores because of
these artifacts. Before each recorded movement was played,
the users were asked to estimate an avoidance movement by
looking at the starting position of the sphere and the marked
body part. After that, the avoidance motion generated by our
system is displayed to the users. The users were asked to
score both the similarity of the generated movement to their
estimation as well as its realism over 10 points. Figure 4



displays the results of the user tests. According to the users,
the generated motions are %90 realistic and %89 similar to
what they expected, in average.

Fig. 4. User test results that evaluate the realism(up) and the similarity with
the expected motion(down) of the generated avoidance motions

As seen in the results, Motion 17 has the lowest score for
both of the tests. In this scenario, the sphere is thrown from
the left into the lower-middle part of the body, which is a very
difficult configuration for avoiding (see Figure 3). Although it
is a physically correct movement for the virtual human model
to bend the knees and torso in a high amount, it will not
be easy for an ordinary person to do, so the testers found
it difficult to predict such a movement and found its realism
lower than the other movements.

VI. CONCLUSION

In this paper, we presented a system for generating natural
avodiance motions for a simplified virtual human model. The
motions are generated by using a policy trained with deep
reinforcement learning. The observations and rewards of the
learning algorithm are designed according to several criteria
determined for a natural avoidance motion.

The proposed system has also some limitations. The high
number of observations and movements and the use of con-
tinuous motion space lead to high number of steps required to
determine a correct policy. Moreover the search space of the
learning algorithm is high due to the random choice of initial
sphere position and body part wtihin a wide range of values.
These all cause the training take too much time. Although the
obtained system successfully generates avoidance motions, the
arms do not move in the current situation. Also, the feet of the
virtual human model are fixed on the ground. Shielding the

arms to more important body parts according to the direction
of the sphere and making small steps when necessary could
increase the realism of the resulting motions. In addition to
these, the proposed system is not generalizable over different
virtual human models of different body part sizes. Considering
these, we plan some improvements on the existing system as
future work. The most important of these is to enhance the
learning algortihm so that the virtual human model learns to
protect more important body parts with its arms. Moreover, the
naturalness and applicability of the motions can be improved
by generating motions with small protective steps. With the
learned policy, the human model can avoid the spheres thrown
at itself. Therefore avoidance movements in mutual fights of
virtual human models with spherical punches or kicks can be
produced by using the existing policy without the need for
a new training. Finally, the system will be ready to be used
in fighting games as the model learns to avoid objects with
different geometries.
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